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Abstract: In addition to the ideological and strategic motivations that have figured so prominently in the literature on individual campaign contributions, I identify
a behavioral mechanism, reinforcement learning, that affects individuals’ future contributions. The logic of reinforcement learning predicts that future contributions will
be increasing in the current electoral performance of recipient candidates. Employing 13 million contributor-years and controlling for contributor-specific unobserved
heterogeneity, I find that a unit increase in the win share of recipient candidates increases the probability of a future campaign contribution by 6 percentage points and
the amount of future contributions by 42 percent. I find similar results using regression discontinuity designs. Consistent with prior behavioral scholarship, experienced
contributors are less susceptible to reinforcement learning than novice contributors
and individuals’ aspirations adapt to the previous electoral performance of recipient
candidates. These effects are not limited to candidates who have previously received
financial support, but proliferate to new candidates.
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Introduction
Individual campaign contributions are one of the most prominent and consequential
forms of political participation. Most efforts to explain individual campaign contributions focus on demographic (Brady, Schlozman and Verba 1999, Grant and Rudolph
2002), ideological (Francia et al. 2003, Gimpel, Lee and Kaminski 2006, Ensley 2009,
Bonica 2014), and strategic considerations (Gordon, Hafer and Landa 2007, Gimpel, Lee and Pearson-Merkowitz 2008, Ovtchinnikov and Pantaleoni 2012). In this
paper, I empirically investigate the behavioral foundations of individual campaign
contributions. Specifically, I examine how the electoral performance of a contributor’s recipient candidates affects the contributor’s future donation behavior. The
logic of reinforcement learning predicts that successful electoral performance of recipient candidates will result in a higher propensity to contribute in the future. Using
contributor fixed-effects and regression discontinuity designs, I find strong causal
empirical support for this pattern of reinforcement learning.
Behavioral models have shown great promise in political behavior, in particular
the study of voter turnout. Bendor, Diermeier and Ting (2003) develop a behavioral
model of turnout based on reinforcement learning where voters’ probability of turnout
depends on their satisfaction with the previous electoral outcome and their behavior.
For example, when a voter turns out and their favored candidate wins, the probability
of turning out in the future increases. Contrary to rationalist models of political
participation, voters encode their turnout decisions as successes or failures, adapt
their aspirations, and make participation decisions. Voters are not forward-looking
optimizers, but are instead boundedly rational and adaptive in their behavior. The
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nature of individual campaign contributions suggests that behavioral approaches may
be particularly useful for explaining variation in campaign contributions. Similar
to turnout, an individual’s campaign contributions have a very low probability of
affecting election outcomes as contributions are relatively small compared to the
total amount of funding that a candidate has at her disposal.1 Or as Ansolabehere,
de Figueiredo and Snyder (2003) put it: “The tiny size of the average contribution
made by private citizens suggests that little private benefit could be bought with
such donations” (p. 117).
I investigate how the electoral performance of a contributor’s recipient House and
Senate candidates in general election contests affects donation behavior in the future.
Based on the mechanism of reinforcement learning, I hypothesize that donors whose
recipient candidates experience higher levels of electoral success are more likely to give
in the future and to give higher amounts. I employ two complementary identification
strategies to investigate this hypothesis. First, I exploit within-contributor variation
in the electoral performance of recipient candidates by using specifications with contributor fixed effects. These specifications account for time-invariant unobservables
that affect the propensity to make campaign contributions. Second, I use a minimumdistance regression-discontinuity design to examine how future contribution behavior
varies around the 0.5 vote share cutoff where a candidate transitions from just losing the election to just winning. Both the fixed-effects and regression-discontinuity
approaches lead to similar findings. Improvements in the electoral performance of
recipient candidates increase the probability and magnitude of future contributions.
1

Contributions to individual candidates and party committees are capped by federal law during
the entirety of the sample period. Outside expenditures are not included in the data that I analyze.
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Moreover, these effects are not restricted to candidates who had previously received
a contribution, but proliferate to candidates who had not received a contribution in
the previous cycle. I also find that the effects of electoral performance persist for up
to three election cycles.
Moving beyond the main results, I further probe whether campaign contributions are subject to the same empirical regularities as those found in the behavioral
literature. I investigate whether experienced participants in the campaign contribution market are less susceptible to the behavioral effects documented for the average
donor. Consistent with List (2003), I find that contributors who have a longer donation history are less likely to condition their future donating behavior on candidate
electoral performance. I then turn to an adaptive aspirations model of campaign
contributions where donors’ satisfaction with the electoral performance of their candidates depends on their previous experience. I find that aspirations adapt to the
history of a contributor’s recipient candidates electoral performance.
The analysis make two primary contributions. First, I offer an additional explanation for variation across individuals and over time in campaign contribution behavior.
The findings show that the behavioral approaches that have helped explain political phenomenon such as turnout (Bendor, Diermeier and Ting 2003, Fowler 2006,
Collins, Kumar and Bendor 2009) are also useful for explaining variation in campaign contributions. In addition to the ideological and strategic motivations that
have figured so prominently in previous scholarship, behavioral considerations also
affect campaign contribution behavior. Experience in the campaign contribution
marketplace mediates this process.
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Second, the findings show that the success or failure that individuals experience is
an important mechanism behind habit formation in political behavior. Habit formation in voter turnout has received a great deal of attention (Plutzer 2002, Coppock
and Green 2016, Fujiwara, Meng and Vogl 2016). For example, Gerber, Green and
Shachar (2003) employ a field experiment to find that get-out-the-vote interventions
that increase voter participation in the current electoral period persist into future
elections. Meredith (2009) investigates a similar question and uses a regression discontinuity design induced by variation in birth dates to illustrate how eligibility to
vote in the 2000 election increases participation in 2004 by 3-4.5 percentage points in
California. This literature has tended to conclude that the act of voting today leads
to a higher probability of voting in the future. Because individual vote choice is unobservable, turnout studies such as Gerber, Green and Shachar (2003) and Meredith
(2009) cannot identify whether the act of voting itself leads to higher rates of participation in the future or whether voting for the electoral winner increases future
participation and voting for the losing candidate decreases turnout, consistent with
the reinforcement learning hypothesis. In contrast, both the contributor and recipient candidates are observable for campaign contributions so I can directly examine
how the performance of recipient candidates in the current period conditions future
participation decisions.

5

The Importance of Understanding Individual Contributions
While understanding the motivations of political action committees has traditionally
received the bulk of scholar attention in the campaign finance literature, the majority of campaign contributions to federal candidates are from individual donors, with
House candidates receiving over 50 percent from individuals and Senate candidates
receiving over 64 percent (Jacobson and Carson 2016) (p. 83-84 Table 4.1). Innovations in campaign fundraising and the increasing importance of small donations
solicited and made through Internet channels suggest that the share of individual
contributors to the campaign finance system is likely to increase in future election
cycles. As individual campaign contributions are the largest source of funds for House
and Senate candidates, understanding the motivations for individual campaign contributions is important for both theories of political behavior and the functioning of
American democracy.
Unsurprisingly, campaign contributors are wealthier, older, and have higher levels of education than the typical American (Verba, Schlozman and Brady 1995,
Panagopoulous and Bergan 2006). In addition to these demographic factors, ideological motivations also affect campaign contribution behavior (Ensley 2009, Bonica
2014). An important theme in this literature is that individuals and political organizations have distinct ideological objectives when contributing to candidates. Much
of this literature has focused on how candidate ideology exerts different effects on
individuals relative to political action committees. Snyder (1993) finds that individu-
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als have different motivations than investor PACs, with investor PACs’ contributions
characterized by an effort to facilitate quid pro quos whereas individuals are primarily concerned with the ideology of candidates. Recent work has further probed the
relationship between ideology and contribution behavior at the individual level. Hill
and Huber (2017) find that individual donors are more ideologically extreme than the
electorate and that donors primarily make their contribution decisions on the basis
of partisanship, as opposed to more subtle ideological distinctions. In contrast, Barber, Canes-Wrone and Thrower (2017) argue that donors make more sophisticated
ideological distinctions between candidates and do not contribute solely on the basis
of partisan attachments. The distinct motivations of individual contributors relative
to political action committees and other donors have important implications for the
functioning of democracy. For example, Barber (2016) finds that imposing state limits on individual contributions to state legislators reduces ideological polarization in
state legislatures.
The opportunity for financial gain is another motivation that drives individual
campaign contributions (Gordon, Hafer and Landa 2007). Campaign contributions
may form the basis of exchange with politicians for policy quid pro quos and favorable
treatment from lawmakers and regulatory bodies. Campaign activity also plays a role
in contribution behavior. Grant and Rudolph (2002) emphasize the role of campaign
solicitations in the decision to contribute. Hassell and Monson (2014) show that
individuals with a history of political contributions are more likely to receive direct
mail solicitations for contributions in the future. The magnitudes of the association
between previous contribution history and the probability of receiving a contribution
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request that that they document are even larger than demographic factors such as
age, income, and education level.
While the literature on individual campaign contributions has typically focused
on documenting how demographics, ideological, and material motivations affect potential contributors’ behavior, recent studies have begun to examine a broader set
of factors that affect individual campaign contributions. Niebler and Urban (2017)
estimate the effect of negative advertising on changes in contribution behavior from
the primary to the general election. They find a discouragement effect where the
probability of making a contribution decreases as the intensity of negative advertising in the potential contributor’s preferred party increases. Their results are broadly
complementary to the findings in this article that contributors’ satisfaction with the
electoral performance of recipient candidates affects future contribution behavior.

Empirical Approach
My main interest lies in estimating the causal effect of variation in current recipient
candidate electoral performance on future contributor behavior. A cross-sectional regression of future donation outcomes on recipient candidates’ electoral performance
can lead to biased point estimates because of unobserved differences in the motivations of contributors. Consider the following scenario. Extreme ideologues donate to
ideologically-pure candidates who are expected to lose. In contrast, favor- or accessseeking contributors are only interested in donating to candidates who are expected
to win with high probability. Suppose further that ideologues only donate when a
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candidate appears who ignites their ideological passions while favor-seekers donate
in each and every cycle. Under this hypothesized data-generating process, a crosssectional regression of future donations on current electoral cycle win-share would
find a positive relationship between win-share and future donations. However, the
estimated positive regression coefficient would be an artifact of the cross-sectional
differences in the motivations of the donors. Biased inferences can also arise if ideologues and favor-seekers always donate and moderates only donate to electorally
marginal candidates and their donation amounts are small and sporadic. Under this
scenario, the analyst would mistakenly believe that there is a quadratic relationship
between recipient candidate electoral performance and future contribution behavior.
To account for unobserved differences across individual contributors, I employ
contributor fixed effects in the main results. Under the conditional independence
assumption that the remaining error term is orthogonal to mean win share, the fixed
effects regression coefficient is an unbiased estimator for the causal effect of interest.
My main independent variable of interest is the mean win rate of a contributor’s
recipient candidates.2 The main estimating equation is:

Yit+1 = αMean Winit + θi + γt+1 + it+1

where Yit+1 is the outcome of interest, θi are contributor fixed effects, γt+1 are
election-cycle fixed effects, it+1 is an idiosyncratic error term, and i indexes individuals and t indexes two-year election cycles. For Yit+1 I employ both a binary
2

In the analysis, I also employ win share weighted by the amount of the contribution as an
alternative operationalization of recipient candidate electoral performance.
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dependent variable indicating whether the individual made a donation in cycle t + 1
and the natural logarithm of total campaign contributions in cycle t + 1. I estimate
both outcomes using a linear functional form. The binary contribution outcomes can
be interpreted as a linear probability model. I employ the linear probability model
over a logit or probit regression because of the potential for bias in these nonlinear
estimators in the presence of fixed effects. While I adjust all dollar amounts to real
2000 dollars, I also include cycle fixed effects in the model to account for cross-cycle
variation in the mean probability and intensity of contributions. In some specifications, I also disaggregate campaign contributions into different categories based
on the type of entity (PAC, presidential, Senate or House candidates) receiving the
contributions.
The fixed effects specifications allow contributors’ time-invariant unobservables
to be correlated with recipient candidate electoral performance, but the specification
could lead to biased estimates in the presence of within-contributor time-varying unobservables that are correlated with the electoral performance variable. There are
plausible scenarios where this assumption would be violated. For example, voters’
motivations may evolve over time.3 The potential for time-variant within-contributor
unobserved heterogeneity motivates the second estimation approach. I use a regression discontinuity design (Imbens and Lemieux 2008, Lee 2008) to examine the relationship between recipient candidates’ electoral performance and future contribution
behavior under alternative identifying assumption. In the regression discontinuity
3

In the Online Appendix, I also report fixed effects specifications with contributor-specific linear
time trends. These specifications allow the mean contribution outcome to evolve linearly over time,
but these specifications would still be biased if unobserved time-variant contributor characteristics
are correlated with the electoral performance of recipient candidates.
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design I am exploiting random variation in the neighborhood of the 0.5 vote share
cutoff to identify the local average treatment effect on future contribution behavior
of the recipient candidate going from barely losing the election to just winning the
election. As in the fixed effects design, identification of the causal effect of interest
also comes from a conditional independence assumption, but in the regression discontinuity design exogenous cross-sectional variation in whether the recipient candidate
wins or losses is providing the leverage for identification.
The setting is somewhat different from the conventional regression discontinuity
design because individuals can contribute to multiple candidates in a given election
cycle. Each recipient candidates’ vote share is the running variable that determines
whether the candidate wins or loses. Due to the presence of multiple recipient candidates, there are multiple running variables and treatment statuses. One approach to
accommodate multiple treatments is to restrict attention to the sample of individuals
who only contribute to one candidate. In this case, the conventional RDD can be
implemented because there is only one running variable and treatment realization.
However, this approach restricts the sample to a potentially non-representative set of
contributors who may be more susceptible to reinforcement learning than the average
individual in the sample. To address this issue, I first consider a “minimum-distance”
approach to estimating the effect of a win in the current cycle on contribution behavior in the subsequent cycle.4 In the campaign contribution context, the minimum
distance approach uses the vote share of the recipient candidate who is closest to the
4

Minimum-distance approaches are commonly used in the context of education policy where
treatment status is the result of multiple running variables, such as subgroup standardized test
scores (Wong, Steiner and Cook 2013, Chakrabarti 2014, Kogan, Lavertu and Peskowitz 2016). My
setting is simpler in that each running variable determines a distinct treatment status.
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0.5 vote share threshold among all recipient candidates as the running variable in
the regression discontinuity design.
To implement this approach, I first center vote share at 0 by subtracting 0.5
from the realized candidate vote share and let Vote ShareC
itk denote the centered vote
share of recipient k from contributor i in period t. For a contributor i who donates
to K candidates in period t, the minimum distance vote share and win indicators are
defined as:

MDVote Shareit = min Vote ShareC
itk
k

MDWinit = 1MDVote Shareit >0

I then use the minimum distance vote-share and minimum distance win indicator as
the running variable and treatment indicator in the regression discontinuity design.
This approach allows me to include individuals who contributed to multiple candidates and different numbers of candidates in a given cycle in the estimation sample. I
estimate this regression on all individuals who contribute to fewer than 6 candidates
with observed general election performance in a given election cycle. In the base
specifications, I use a quadratic polynomial in vote-share5 and I allow the functional
form to vary to the left and the right of the 0.5 vote share cutoff by including interactions with vote-share and squared vote share in the regression specification, and I
only include contributors whose candidate received between a 0.475 and 0.525 share
of the top-two candidate vote in the estimation sample. As a robustness check, I
5
Gelman and Imbens (2014) advise against using cubic and higher-order polynomials of the
running variable in the regression discontinuity design.
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estimate this model on various vote-share bandwidths and I employ the Calonico,
Cattaneo and Titiunik (2014) bandwidth selection and estimation procedure. The
main estimating equation is:

C2
Yit+1 = αMDWinit + β1 MDVote ShareC
it + β2 MDVote Shareit
C2
+β3 MDVote ShareC
it MDWinit + β4 MDVote Shareit MDWinit + it+1

My interest lies in α, the local average treatment effect. Of course, the minimum
distance approach only employs information on the closest election to estimate the
effect of contributing to a winning candidate on future contribution behavior. The
results of the other elections may also have an effect on the future behavior of the
contributor. At the potential risk of internal validity, I can expand the scope of the
analysis by including electoral performance information about all of the candidates
who receive a contribution from a given contribution. To accomplish this goal, I
constrain the effect of each win to be equal by summing the win indicators across
the set of all candidates who receive a contribution.6

Yit+1 = α

K
X
k=1

+β3

K
X

Winitk + β1

K
X

Vote

ShareC
itk

k=1

+ β2

K
X

Vote ShareC2
itk

k=1

Vote ShareC
itk Winitk + β4

k=1

K
X

Vote ShareC2
itk Winitk + it+1

k=1

I estimate this equation separately on the set of individuals who contribute to
K = 1, 2, 3, 4, and 5 candidates with observed general election performance in a given
6

I also constrain the effect of the vote share polynomials to be constant across contributions by
summing these variables across all K contributions.
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cycle.7 This specification assumes that the treatment effects are homogenous across
contributors with equal K, but I do allow the magnitude of the treatment effect of
an additional recipient win to vary across individuals who make different number of
contributions. The payoff from an additional win may be lower for individuals who
contribute to more candidates and this specification accommodates this possibility.
The constrained regression discontinuity design allows me to incorporate information
about more elections into the specification, but comes at the potential cost of including elections that are far away from the 0.5 vote share cutoff. The minimum distance
and constrained RDD specifications are complementary to one another and allow me
to examine the sensitivity of the findings to alternative identifying assumptions.

Estimating Models of Adaptive Aspirations
The Bendor, Diermeier and Ting (2003) model makes two important assumptions
about how citizens learn. First, their future payoffs from an action are increasing
when they experience successful outcomes in the current period and are decreasing
when they experience unsuccessful outcomes. Second, their aspirations, which determine whether an action is coded as a success or failure, adapt based on previous
outcomes.
The base specification can only tell us whether current period electoral performance affects contribution behavior in the following cycle. It is not informative about
whether and how contributors’ aspirations ratchet up or down based on recipient candidates’ electoral performance. Under the adaptive aspirations mechanism posited
7

The results on the sample of individuals who contribute to 1 candidate are equivalent to the
conventional regression discontinuity design for this sample of individuals.
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by Bendor, Diermeier and Ting (2003), current period electoral performance affects
both future contributions directly and through the indirect channel of changing the
contributor’s future aspirations. I test a simple adaptive aspirations’ model where
future contribution amounts are increasing in the difference between the recipient
candidates’ electoral performance and the aspiration level.
Yit+1 = α(1Mean Winit >Aspiration∗it ) + θi + γt+1 + it+1

The model requires me to specify the aspiration function. A simple approach is to
assume that current period aspirations are equal to realized win share in the previous
period8 :

Aspirationit =




0.5,

if t = 1



Mean Winit−1

if t ≥ 2

Alternatively, I allow the aspiration level to depend on the entire history of recipient candidate electoral performance by equating the aspiration level with the average
candidate win rate across all previous cycles:

Cumulative Aspirationit =




0.5,




1
t−1

8

if t = 1
Pt−1

j=1

Mean Winij

if t ≥ 2

This specification is equivalent to the case where λ = 1 in the adaptive aspirations model of
Bendor, Diermeier and Ting (2003).
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I set the aspiration level to 0.5 in the first cycle that a citizen makes a contribution.
This assumption allows me to include additional contributor-years in the sample,
but comes at the cost of the restrictive assumption that initial aspiration levels are
homogenous across all contributors. I also test the adaptive aspirations model against
a static aspirations threshold where the individual’s aspiration is 0.5 in all periods. In
the empirical results, I use the Vuong (1989) test for non-nested models to adjudicate
between the static and adaptive specifications. Bendor, Diermeier and Ting (2003)
formulate their model of reinforcement learning as a dichotomous process where the
probability of future action increases when the realized payoff surpasses the aspiration
threshold and decreases when the payoff is less than the aspiration threshold. As a
continuous alternative, I allow the probability to increase or decrease based on the
difference between the realized payoff and the aspiration level.

Data
I use the Bonica (2013) Database on Ideology, Money in Politics, and Elections to
generate the contribution outcomes and to determine which candidates received contributions from the individual donors. The release of the database I use covers the
years 1980 to 2012. As a result, the measures of recipient candidate electoral performance that I employ cover election cycles from 1980 to 2010 and the outcome
measures of future donation behavior include the cycles from 1982 to 2012. Each observation in the underlying dataset is a unique donation and is attached to a unique
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contributor identifier.9 To construct the panel, I first aggregate the dataset from
the donation level to the donor-recipient-cycle level. For example, if an individual
makes two contributions to a candidate during an electoral cycle, $600 in May and
then $1000 in June, then the observation for the hypothetical donor-recipient-cycle
for this electoral cycle will be $1600. This is particularly important because there
are negative contributions, where the contribution is refunded to the donor, in the
dataset. It may not be appropriate to classify the scenario where an individual donating $1000 and then requests that the $1000 is refunded as a positive contribution.
In the main dataset, I censor the resulting donation amounts strictly below 0 to 0.
I then take the donor-recipient-cycle data and construct various outcome measures,
such as the total amount contributed, the total amount contributed to presidential
candidates, and the number of strictly positive contributions by the donor in the cycle. When a contributor appears in the panel at time t and time t + k, but does not
appear in the cycles strictly between t and time t + k I set the value of contributions
to 0 for all cycles in this interval. To account for inflation, I adjust all contribution
amounts to real 2000 U.S. dollars using the Consumer Price Index.
The structure of the panel dataset raises issues of truncation and sample attrition. Federal election law does not require the itemizing and disclosure of donations
below $200. However, many of these donations are disclosed and included in the
dataset so contributions are not automatically truncated at $200. When interpreting the findings, it is important to note that the absence of a disclosed contribution
could imply that either the individual did not make any contributions or that the
9

The supplemental appendix in Bonica (2014) contains details on the construction of the unique
contributor identifiers.
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individual made contributions below the reporting threshold. For brevity, I refer to
the probability that a candidate makes future contributions and the magnitude of
total contributions as opposed to the probability that a candidate makes a future
contribution above the $200 threshold and the amount above the threshold. It is
also important to recognize that an individual only enters the dataset if she makes
positive contributions during the 1980-2012 sample period. As a result, I cannot
infer anything about entry into the campaign contributions marketplace and all of
the results should be interpreted as explaining variation in contribution behavior,
conditional on an individual contributing strictly positive amounts at some point
in time. In the base dataset, I allow an individual to remain in the dataset for one
electoral cycle after the final cycle where the individual makes a contribution. In this
final electoral cycle, the individual’s contributions are recorded as 0. An alternative
approach is to terminate an individual in the electoral cycle when the donor makes
her last contribution. The latter approach will underestimate the magnitude of the
reinforcement learning effect.
I also construct measures of recipient candidate electoral performance from Bonica’s database. I merge the contribution data with reports from Congressional Quarterly on the electoral performance of federal House and Senate candidates. In the
main specifications, I only use electoral outcomes for federal House and Senate candidates who compete in the general election. Hence, candidates who do not secure
the primary nomination of their parties do not enter into the numerator or denominator of the electoral performance measure. As an alternative approach, I could
include these candidates who fail to advance to the general election in the denomi-
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nator. I also omit presidential candidates from the main results. While presidential
candidates’ electoral performance could be readily incorporated into the electoral
performance measures, I am concerned that the the electoral performance of presidential candidates might be correlated with aggregate macro-political shocks that
affect donation behavior and, unlike House and Senate candidates, there is no withinperiod and party variation in the electoral performance of recipient candidates. To
see the potential threat to identification consider contributors to Barack Obama in
2008. These contributors may have chosen to not contribute or reduce their contribution amounts in 2010 due to the unfavorable national electoral environment for
Democratic candidates not because of the electoral performance of Obama in 2008.
The mean win measure is defined as:
Cit
1 X
Winitc
Mean Winit =
Cit c=1

where c is indexing candidates that donor i at period t donates strictly positive
amounts to and Cit is the number of candidates who receive strictly positive donations and have observable electoral performance from i at period t. I also explore the
robustness of the results to alternative measures of electoral performance by weighting the electoral performance by the amount that the individual contributes. For
this alternative independent variable, I employ the weighted win measure defined as:

Weighted Winit = PCit

c=1

1
Amountitc

Cit
X

Amountitc Winitc

c=1

Some entities that receive contributions, such as committees and candidates who
19

do not advance to the general election, do not have measurable electoral performance.
While these forms of contributions affect the value of the dependent variables, they
do not affect the constructed values of candidate electoral performance used as independent variables.
In the Online Appendix, I present descriptive statistics for the data. Table A.1
presents the mean, standard deviation, minima, maxima, and number of observations for the main variables in the analysis and Figure A.2 presents histograms of
total logged contributions and logged contributions to committees and presidential,
Senate, and House candidates, conditional on a positive contribution. The maximum
value of campaign contributions in the analysis is $174,852,944, which represent Meg
Whitman’s total contributions in 2010. The vast majority of these contributions are
in California state elections, including the over $144 million that she spent on her
own campaign for governor. Due to the presence of outliers and the extreme right
skew of total contributions, I focus on log transformed total contributions in the
empirical analysis.

Results
I first examine the relationship between recipient candidate electoral performance
and the probability of making a contribution in the subsequent election cycle. The
first column of Table 1 reports the results of the contributor fixed effects regression
of the future contribution indicator on the mean win share of recipient candidates.
The point estimate reveals that moving from a mean win share of 0 to 1 increases the
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probability of a future contribution by 6.76 percentage points. The probability of a
future contribution in the sample is 36.4 percent so the effect is a quite large relative
to the mean outcome in the sample. Of course, moving from a mean win share of 0
to 1 is the largest possible increase in mean win share for an individual contributor.
I can also examine the smaller effect of a one-standard deviation increase in mean
win share. The standard deviation of mean win share in the sample is 0.469 so
a one-standard deviation increase in this variable increases the future contribution
probability by 3.17 percentage points. Due in part to the large sample size, the
standard errors are extremely small and I would reject the null that the coefficient is
equal to 0 at very low significance levels. The second column allows the probability
of contributing to vary nonparametically across election cycles by adding year fixed
effects to the specification reported in the first column. The magnitude of the point
estimates declines slightly to approximately 6 percentage points, but is still quite
large substantively. The third and fourth columns repeat the analysis of the first
two columns with the weighted win share used in lieu of mean win as the measure of
recipient candidates’ electoral performance. The point estimates are slightly smaller,
but substantively similar to the results with mean win share.
Having established that the probability of making a future campaign contribution
increases with recipient candidate electoral performance, I now turn to the effect on
the intensive margin of campaign contributions. Table 2 reports regressions of future
campaign contributions and logged campaign contributions on recipient candidate
electoral performance. The first column reports the specification with logged campaign contributions as the dependent variable and the second column adds year fixed
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Table 1: Candidate Electoral Performance on Prob. of Future Campaign Contribution

Mean Win

(1)
Future Cont.
0.0676∗∗∗
(0.000537)

(2)
Future Cont.
0.0603∗∗∗
(0.000538)

(3)
Future Cont.

(4)
Future Cont.

0.0651∗∗∗
0.0582∗∗∗
(0.000520)
(0.000521)
Observations
12,960,055
12,960,055
12,960,055
12,960,055
Number of Contributors
8,310,437
8,310,437
8,310,437
8,310,437
Contributor Fixed Effects
Yes
Yes
Yes
Yes
Year Fixed Effects
No
Yes
No
Yes
Heteroskedasticity robust standard errors clustered by contributor in parentheses.
+
p < 0.10, ∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001
Weighted Win

effects to the specification. In both specifications, an increase in mean candidate win
share from 0 to 1 increases contributions by more than 40 percent and the estimated
coefficient is statistically significant. In columns 3 and 4, I employ unlogged campaign contributions as the dependent variable. While my preferred specifications use
logged campaign contributions in order to reduce the extreme right skew of the campaign contributions and to interpret the coefficient estimates in terms of percentage
point effects, it is helpful to quantify the effect in real dollar terms. The estimated
effects are $432 to $603 in the two specifications. Columns 5-8 report analogous
regressions to those in columns 1-4 with the weighted win share as the measure of
recipient candidate electoral performance. The coefficient estimates are very similar
to the estimates from the specifications using mean win share.
How long does the reinforcement learning effect persist? While I have investigated how today’s election outcomes affect the next period’s contribution behavior
none of the analysis so far can speak to the question of persistence. I investigate
dynamic effects over longer time horizons by estimating finite-distributed lag models
22
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12,960,055
8,310,437
Yes
No

12,960,055
8,310,437
Yes
Yes

(2)
Ln(Cont. + 1)
0.426∗∗∗
(0.00343)

12,960,055
8,310,437
Yes
No

(3)
Tot.Cont
603.2∗∗∗
(106.8)

12,960,055
8,310,437
Yes
Yes

(4)
Tot.Cont
432.5∗∗∗
(84.12)
0.469∗∗∗
(0.00334)
12,960,055
8,310,437
Yes
No

(5)
Ln(Cont. + 1)

Heteroskedasticity robust standard errors clustered by contributor in parentheses.
+
p < 0.10, ∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001

Observations
Number of Contributors
Contributor Fixed Effects
Year Fixed Effects

Weighted Win

Mean Win

(1)
Ln(Cont. + 1)
0.478∗∗∗
(0.00344)

0.420∗∗∗
(0.00333)
12,960,055
8,310,437
Yes
Yes

(6)
Ln(Cont. + 1)

Table 2: Candidate Electoral Performance on Future Campaign Contributions

630.9∗∗∗
(106.5)
12,960,055
8,310,437
Yes
No

(7)
Tot.Cont

475.4∗∗∗
(89.09)
12,960,055
8,310,437
Yes
Yes

(8)
Tot.Cont

where additional lags of the independent variable are included in the specification.
I also estimate a geometric infinite distributed lag model where the effect decays
exponentially over time by including a lagged dependent variable in the model. I use
the delta method to calculate standard errors for the infinite distributed lag model.10
Both of these models can only be estimated at the cost of restricting the sample to
contributors who are observed in at least two periods for the one finite distributed
lag and the infinite distributed lag models and at least k + 1 periods for the k finite
distributed lag models. These restrictions change the composition of the sample so
I cannot readily compare coefficient estimates across the models.
Figure 1 presents plots of the coefficient estimates for up to three finite distributed
lags and the infinite distributed lag model. The left panel presents the results for
the binary dependent variable and the right panel presents the results for logged
contributions. In all cases, the effect declines dramatically over time. The current
period electoral performance has large positive effects on both the probability and
amount of future contributions and the effect is more than halved for the previous
period contribution. According to both the finite distributed lag and geometric lag
models the effect of recipient candidates’ electoral performance is quite close to 0 by
four cycles after a contribution.
Gerber, Green and Shachar (2003) observe that there are both institutional and
individual explanations for habituation in political participation. Individuals who
10

The geometric infinite distributed lag model cannot be estimated in the extensive margin regressions because if the binary indicator for contributing is equal to 0 then the mean win independent
variable is unobserved and missing from the dataset. As a result, there is no variation in the lagged
dependent variable in the sample and this regressor is collinear with the constant in the regression
equation.
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Figure 1: Effects of Lagged Performance
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participate are more likely to be targeted by campaigns in the future than individuals who do not. Indeed, in the context of campaign contributions Hassell and
Monson (2014) document that individuals with a history of contributions are more
likely to receive direct mail solicitations than individuals who have not contributed
in the past.11 The possibility of variation in the intensity and persuasiveness of
solicitations that individuals whose candidates win and whose candidates lose is relevant in the campaign contribution context. Some of the effect may be due to the
presence of candidates who have previously received contributions running in future
electoral contests. A contributor may be more responsive to the solicitation appeals
of a candidate who has previously received a contribution and a candidate who is
competing for election is more likely to make a solicitation than a candidate who
is not standing for election. To account for this possibility, I modify the dependent
11

Nickerson and Rogers (2014) describe how contemporary political campaigns formulate predictive behavior scores, which employ information on past contribution behavior, for targeting
contribution solicitations.
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variable to equal the total amount of contributions to candidates who did not receive
contributions in the previous period. Table 3 reports the results for the logged total
contributions to new candidates dependent variable. The effects are smaller, but
still substantively important. Increasing mean or weighted win share from 0 to 1
increases future contributions to new candidates by approximately 10 to 17 percent
across the specifications.

Table 3: Candidate Electoral Performance on Future Campaign Contributions to New Candidates

Mean Win

(1)
Ln(New Cont. + 1)
0.176∗∗∗
(0.00343)

(2)
Ln(New Cont. + 1)
0.104∗∗∗
(0.00341)

(3)
Ln(New Cont. + 1)

(4)
Ln(New Cont. + 1)

0.172∗∗∗
(0.00334)
Observations
12,960,055
12,960,055
12,960,055
Number of Contributors
8,310,437
8,310,437
8,310,437
Contributor Fixed Effects
Yes
Yes
Yes
Year Fixed Effects
No
Yes
No
Heteroskedasticity robust standard errors clustered by contributor in parentheses.
+
p < 0.10, ∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001
Weighted Win

Regression Discontinuity Design Results
Before displaying the parametric regression discontinuity design results, I first present
plots of the local average of the dependent variables as a function of the minimumdistance (centered) recipient candidate vote share with a fitted quadratic polynomial
and 95 percent confidence interval overlaid on the scatter plot.12 The functional
12

In the Online Appendix, I show that the running variable is continuous at the cutoff using the
McCrary (2008) density test.
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0.105∗∗∗
(0.00332)
12,960,055
8,310,437
Yes
Yes

form of the quadratic polynomial is allowed to vary to the left and the right of the
cutoff. The plots in Figure 2 reveal that the probability of making a contribution in
the future and the magnitude of future contributions to all candidates and to new
candidates jump at the cutoff.
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Figure 2: RDD Plots With Quadratic Fits
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Table 4 reports the minimum distance RDD results with the sample restricted to
contributors whose closest recipient candidate finished with between 47.5 and 52.5
percent. The first column employs the indicator for future contributions and the
27

second column uses the natural logarithm of future contributions as the dependent
variable. The subsequent columns employ contributions to federal committees, presidential, Senate, House, and new candidates as the dependent variables. When the
relevant recipient candidate wins, the probability of making a contribution in the
subsequent cycle increases by 4.8 percentage points and the magnitude of subsequent contributions increases by more than 25 percent. These estimates are slightly
smaller in magnitude than the findings from the panel data models with contributor
fixed effects.
Table 4: Candidate Electoral Performance on Future Campaign Contributions (RDD)

Closest Candidate Wins
Observations

(1)
Future Cont.
0.0480∗∗∗
(0.00318)
815,021

(2)
Ln(Cont. + 1)
0.259∗∗∗
(0.0239)
815,021

(3)
Ln(New Cont. + 1)
0.189∗∗∗
(0.0234)
815,021

Heteroskedasticity robust standard errors clustered by contributor in parentheses.
+
p < 0.10, ∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001

The findings from these specifications with quadratic vote-share polynomials and
a heuristic bandwidth are quantitatively similar using the optimal bandwidth and
bias-corrected confidence intervals of Calonico, Cattaneo and Titiunik (2014). The
coefficient estimates for the effect of an additional win on the probability of making a
future contributions is approximately 5.98, the amount of future contributions is 26.1
percent, and the amount of future contributions to candidates who did not receive
a contribution in the current cycle is 11.1 percent. I report the complete results for
this approach in the Online Appendix.
In Table 5, I report the results of the combined regression discontinuity design
which constrains the coefficients to be equal for all recipient candidates. In the first
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Table 5: Candidate Electoral Performance on Future Campaign Contributions (RDD)

Recipient Wins

(1)
Ln(Cont. + 1)
0.118∗∗∗
(0.00937)

(2)
Ln(Cont. + 1)

(3)
Ln(Cont. + 1)

(4)
Ln(Cont. + 1)

0.0897∗∗∗
(0.00977)

Recipient Wins

0.0812∗∗∗
(0.0105)

Recipient Wins

0.0619∗∗∗
(0.0112)

Recipient Wins

Recipient Wins
Observations

(5)
Ln(Cont. + 1)

2,567,388

792,474

325,224

170,059

0.0332∗∗
(0.0119)
95,882

Heteroskedasticity robust standard errors clustered by contributor in parentheses.
+
p < 0.10, ∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001

column, I restrict the sample to all contributors who donate to one candidate with
measured electoral performance and in each subsequent column I restrict the sample
to contributors who donate to two, three, four, and five candidates, respectively. The
point estimates are statistically distinguishable from 0 in all five specifications and
the magnitude of the point estimates decreases monotonically for contributors who
give to more candidates. Despite the different identification assumptions underlying
the minimum distance and the constrained regression discontinuity design results,
both sets of analyses reveal that improved recipient candidate electoral performance
increases the propensity to contribute in the future.

Probing the Behavioral Mechanism
The main results from the fixed effects and regression discontinuity specifications
illustrate that the probability and magnitude of an individual’s future contributions
is increasing in the electoral success of recipient candidates. I have interpreted these
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results as evidence for the behavioral mechanism of reinforcement learning. If these
results are truly the result of this behavioral mechanism, as opposed to an alternative
explanation such as changing solicitation behavior from candidates, we would expect
that the observed patterns in contribution behavior would be mediated by individuallevel factors that affect reinforcement learning.
To further probe the validity of the reinforcement learning interpretation, I directly examine two factors that potentially mediate the observed relationship between
future campaign contributions and current electoral performance. First, I investigate
whether experience in the campaign contributions marketplace reduces the reinforcement learning effect. List (2003) argues that experienced market participants are less
likely to be subject to behavioral anomalies than novice participants and he finds
evidence that experienced traders are less prone to the endowment effect in trading
behavior. In the context of campaign contributions, more experienced contributors may be less susceptible to reinforcement learning because they have a deeper
stock of campaign contribution history and are less easily encouraged or discouraged by variation in electoral performance relative to novice contributors. Second,
I examine whether contributors’ aspirations adapt to the history of recipient candidate electoral performance using the approach described in the “Estimating Models
of Adaptive Aspirations” section. If reinforcement learning is driving the observed
variation, we would expect that contributors adjust their aspirations upward when
their candidates are successful and downward when they are unsuccessful. Verifying
that these dynamics are present in the data would provide additional corroboration
for the reinforcement learning hypothesis.
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In the analysis of contributor experience’s mediating role, I operationalize experience in two ways. For both experience measures, I first calculate the cumulative
number of contributions that an individual has made through election cycle t, inclusive. For the first binary measure, I classify an individual as experienced if she has
made more than the 75th percentile of cumulative contributions (19 contributions)
and inexperienced otherwise. Second, I use a more fine-grained operationalization
of experience by interacting the number of cumulative contributions with the recipient candidate electoral performance measure. This specification allows the effect
of recipient candidate electoral performance to vary linearly with each additional
cumulative contribution that an individual makes. To test the hypothesis that experienced contributors are less susceptible to reinforcement learning, I interact each
of these measures with the mean win share of recipient candidates. Because there
is within-contributor variation in the experience variable, I can rule out selection
effects. Experienced contributors’ behavior cannot be explained by an unobserved
time-invariant preference in contribution behavior.
Figure 3 presents the coefficient estimates for mean win share on future contribution behavior.13 The left panel reports estimates for the binary contribution outcome
variable and the right panel reports the estimates for the logged total contribution
outcome from a specification which includes year fixed effects. The top two rows of
the figure display the point estimates and 95 percent confidence intervals for inexperienced and experienced contributors where experienced is defined as a contributor
who has made 19 or more cumulative contributions. For both the binary and contin13

I report the tabular version of these regressions in the Online Appendix.
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Figure 3: Effects for Contributors With Varying Levels of Experience
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uous future contribution outcomes, inexperienced contributors’ future contribution
behavior is dramatically more sensitive to realized win share. The point estimate
on the intensive margin for inexperienced contributors is approximately 43.2 percent, which is very similar to the results reported in Table 2. The point estimate
is dramatically smaller for experienced contributors at approximately 28.3 percent.
Similar effects are evident when I interact cumulative contributions with mean win
share as an alternative measure of contributor experience. Unsurprisingly, the effect
for an individual who has made 20 contributions is somewhat larger than the effect
for the average experienced contributor. In fact, for contributors with 83 cumulative
contributions the predicted marginal effect of win share on future contributions is
essentially zero. While contributors with more experience in the marketplace are still
sensitive to the realized win share of their candidates, they are much less susceptible
to the reinforcement learning effect.
I now turn to a closer examination of how the evolution of contributor aspirations
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Table 6: Candidate Electoral Performance on Future Campaign Contributions
(1)
Pos. Cont.
0.0410∗∗∗
(0.000443)

Static Aspiration Met

(2)
Pos. Cont.

(3)
Pos. Cont.

(4)
Pos. Cont.

(5)
Pos. Cont.

0.114∗∗∗
(0.000382)

Adaptive Aspiration Met

0.103∗∗∗
(0.000390)

Adaptive Cumulative Aspiration Met

0.0603∗∗∗
(0.000538)

Payoff Static Aspiration Diff.

0.0654∗∗∗
(0.000401)

Payoff Adaptive Aspiration Diff.

Payoff Adaptive Cumulative Aspiration Diff.
Observations
Number of Contributors
Contributor Fixed Effects
Year Fixed Effects
Vuong t-stat

(6)
Pos. Cont.

12,960,055
8,310,437
Yes
Yes

12,960,055
8,310,437
Yes
Yes
168.099

12,960,055
8,310,437
Yes
Yes
155.158

12,960,055
8,310,437
Yes
Yes

12,960,055
8,310,437
Yes
Yes
79.546

0.0763∗∗∗
(0.000433)
12,960,055
8,310,437
Yes
Yes
107.811

Heteroskedasticity robust standard errors clustered by contributor in parentheses.
+
p < 0.10, ∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001

Table 7: Candidate Electoral Performance on Future Campaign Contributions

Static Aspiration Met

(1)
Ln(Cont.+1)
0.317∗∗∗
(0.00288)

(2)
Ln(Cont.+1)

(3)
Ln(Cont.+1)

(4)
Ln(Cont.+1)

(5)
Ln(Cont.+1)

0.657∗∗∗
(0.00241)

Adaptive Aspiration Met

0.600∗∗∗
(0.00248)

Adaptive Cumulative Aspiration Met

0.426∗∗∗
(0.00343)

Payoff Static Aspiration Diff.

0.408∗∗∗
(0.00250)

Payoff Adaptive Aspiration Diff.

Payoff Adaptive Cumulative Aspiration Diff.
Observations
Number of Contributors
Contributor Fixed Effects
Year Fixed Effects
Vuong t-stat

(6)
Ln(Cont.+1)

12,960,055
8,310,437
Yes
Yes

12,960,055
8,310,437
Yes
Yes
147.661

12,960,055
8,310,437
Yes
Yes
138.854

Heteroskedasticity robust standard errors clustered by contributor in parentheses.
+
p < 0.10, ∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001
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12,960,055
8,310,437
Yes
Yes

12,960,055
8,310,437
Yes
Yes
58.865

0.478∗∗∗
(0.00272)
12,960,055
8,310,437
Yes
Yes
98.223

across cycles affect contribution behavior. Tables 6 and 7 report the results of the
adaptive aspirations models for the binary and logged dependent variables, respectively.14 As a static baseline, the first column reports the results of a regression of
the future contribution outcome on an indicator for whether the recipient candidates
enjoyed a mean win share greater than or equal to 0.5. In the second column of each
table, I set the contributors’ aspiration level to the mean win share in the previous
election and in the third column I set the contributors’ aspiration levels to the mean
win score across the previous elections that the contributor participated in. In the
next three columns, I replace the binary indicators for whether the contributors’ aspirations were met or not with the difference between the realized mean win share and
the aspiration level. These specifications allow the intensity of future contributions
to vary when the aspiration level is just slightly surpassed compared to the scenario
where the recipient candidates’ dramatically outperform the aspiration level. The
fourth column is again a static benchmark that holds the aspiration level fixed at
0.5 for all contributors. The fifth column adjusts the aspiration level to equal the
previous cycle’s win share and the sixth column uses the mean of win share across
all previous cycles.
The coefficient estimates are positive and statistically distinguishable from 0 in
all 12 specifications and the magnitudes are roughly comparable to the main results.
The coefficient estimates on the probability of making a future campaign contribution
range from 4.1 to 11.4 percentage points and the intensity estimates range from 31.7
14

In the Online Appendix, I report the results from the adaptive aspirations models for contributions to new candidates and the mean recipient candidate win share independent variable. I also
report the results for all three dependent variables using the weighted recipient candidate win share
as the independent variable of interest.
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to 65.7 percent. More importantly, the models allow me to adjudicate between the
hypothesis that contributors’ aspirations are static and the alternative that contributors’ aspirations ratchet up or down depending on the performance of their recipient
candidates in their campaigns for office. The final row reports the test statistic of
the Vuong (1989) test for non-nested hypotheses for the model specification against
the static baseline specification. For the second and third columns, I calculate the
Vuong statistic against the binary static baseline model reported in column 1 and in
the fifth and sixth columns against the continuous static baseline model reported in
column 4. Under the null, the test statistic is a standard normal random variable. In
all four cases, the adaptive models dramatically outperform the static models with
Vuong test statistics that would reject the null at very low significance levels. There is
not consistent pattern on whether the cumulative or one-period adaptive aspirations
models outperform one another so I cannot reach strong conclusions about the nature
of the aspiration adaptation process. These results provide powerful evidence that
contributors’ aspirations change in response to the history of their candidates’ electoral performance and further corroborate the reinforcement learning interpretation
of the empirical regularity.

Robustness
One potential concern with the causal interpretation of the results is the possible
correlation between the electoral performance of a contributor’s recipient candidates
and national electoral prospects in the subsequent election. For example, suppose
that a liberal contributor makes a large number of contributions in an election and a
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high proportion of the recipient candidates win. In the next election, national conditions might be more competitive due to midterm balancing (Alesina and Rosenthal
1989) and the contributor refrains from contributing because she believes that the
marginal value of her contribution is low. As a result, the correlation between mean
win proportion and future contributions may actually be the result of strategic considerations on the part of contributors as opposed to reinforcement learning.15 As
an additional robustness check, I allow the contribution regression function to vary
nonparametrically across years for liberals and conservatives. I define liberals as individuals whose estimated ideology lies in the lowest quartile of Bonica’s CF scores
and conservatives as individual with ideology in the highest quartile.16 I interact
the year fixed effects with indicators for whether the contributor is a liberal or conservative17 and include these interactions in the future contribution regression. The
results are fairly close to the main findings. The estimated effect of increasing the
recipient candidate win share from 0 to 1 on the probability of a future contribution
range from 2.92 to 3.9 percentage points and the intensity effects range from 26.4 to
29.8 percent.
In the Online Appendix, I examine the robustness of the results to the inclusion
of contributor-specific linear time trends.18 The estimated effects of a unit change
15

Note that the potential effect of this mechanism on the coefficient estimates is somewhat ambiguous. Conservative contributors would have low win proportions the first election and would
have high contributions in the second election (due to the increased competitiveness of second period
elections), potentially offsetting the bias induced by the liberal contributors.
16
There is no within-contributor variation in ideology so I cannot directly estimate the effect of
ideology on contribution behavior in the presence of contributor fixed effects.
17
In the results reported in the Online Appendix, I classify individuals with missing CF scores
as neither liberal nor conservative. I have also excluded these individuals from the sample and the
results are similar.
18
To accommodate over one million contributor-specific time trends, I estimate these models
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in the recipient candidate mean and weighted wins on the probability of a future
contribution are approximately 2.54 and 2.41 percent respectively. The estimates
for the future magnitude of a campaign contribution are approximately 26.4 and
26.5 percent. All of the point estimates are statistically distinguishable from 0.
The Online Appendix includes several additional robustness checks. I include the
Calonico, Cattaneo and Titiunik (2014) regression discontinuity estimates and also
include parametric specifications with alternative vote-share bandwidths of 0.01 and
0.05. I also disaggregate the main dependent variable by candidate office type.

Conclusion
In contrast to most scholarship on campaign contributions which focuses on ideological and strategic motivations, I have identified a behavioral channel that affects
future campaign contributions. As in other choice domains, citizens are more likely to
contribute in the future when their contributions coincide with desirable outcomes.
This finding holds for both the probability of making a campaign contribution in
the future and the magnitude of future campaign contributions. This pattern of
reinforcement learning is robust to the presence of contributor unobservables, aggregate and partisan election cycle effects, and operationalizing recipient candidate
electoral performance as either the mean or weighted win share. The hypothesized
relationship between recipient candidate electoral performance is supported by both
models with contributor fixed effects and regression discontinuity designs. Novice
using the reghdfe command in Stata. The command removes contributors who do not contribute
in multiple cycles from the analysis so the reported sample sizes are substantially lower than those
reported in the main regression results.
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contributors are more susceptible to the reinforcement learning effect than experienced contributors and contributors’ aspirations adapt based on the realized history
of recipient candidate electoral performance. The results open up new frontiers for
the study of individual campaign contributions and also have important implications
for campaign strategy. Nickerson and Rogers (2014) discuss the various approaches
that campaigns use to encourage potential donors to contribute. Highlighting the
electoral success of previous recipient candidates and providing cues to respondents
that campaign contributions are electorally effective in communication with potential
donors may improve donation rates.
While I have focused on the causes of individual campaign contributions in the
discussion of the results, the role that reinforcement learning plays in shaping individual campaign contribution behavior has important consequences for aggregate
contribution behavior and electoral results. Poor electoral performance among a set
of candidates with a similar donor base may reverberate to future elections by discouraging individuals from contributing in the future. These effects are likely to be
particularly important when a group of candidates are especially reliant on a large
number of inexperienced individual contributors. In this sense, activating a new
group of enthusiastic donors can be a double-edged sword. If their candidates fail to
meet the donors’ electoral aspirations this crop of new donors may be deactivated
in the future. Understanding how the individual-level dynamics of reinforcement
learning affect aggregate contribution behavior and election outcomes is a promising
avenue for future research.
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Appendix
Descriptive Statistics and McCrary Density Test
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Figure A.1: McCrary Density Test for Continuity of the Running Variable

-.5

0
Closest to Cutoff Recipient Candidate Centered Vote Share

.5

Table A.1: Summary Statistics
Variable
Ln(Contributions + 1)
Total Contributions
Future Contribution
Ln(New Cont + 1)
Ln(Fed. Cont + 1)
Ln(Contributions to Committees + 1)
Ln(Contributions to Pres. Cand. + 1)
Ln(Contributions to Senate Cand. + 1)
Ln(Contributions to House Cand. + 1)
Mean Win
Weighted Win
Senate Election State-Year
Liberal
Conservative

Mean
2.311
1267.391
0.364
1.938
1.619
0.782
0.41
0.522
0.804
0.551
0.549
0.672
0.228
0.256

1

Std. Dev.
3.237
78550.798
0.481
3.066
2.985
2.177
1.621
1.813
2.176
0.469
0.474
0.47
0.419
0.437

Min.
0
0
0
0
0
0
0
0
0
0
0
0
0
0

Max.
18.979
174852944
1
18.979
17.664
17.545
16.07
17.66
15.55
1
1
1
1
1

N
12960055
12960055
12960055
12960055
12960055
12960055
12960055
12960055
12960055
12960055
12960055
5796488
4725678
4725678

Figure A.2: Histograms of Individual Contributions by Category
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Table A.2: Candidate Electoral Performance on Future Campaign Contributions (By Office)

Mean Win
Observations
Number of Contributors
Contributor Fixed Effects
Year Fixed Effects

(1)
Ln(Comm. Cont. + 1)
0.0367∗∗∗
(0.00243)
12,960,055
8,310,437
Yes
Yes

(2)
Ln(Pres. Cont. + 1)
0.232∗∗∗
(0.00210)
12,960,055
8,310,437
Yes
Yes

(3)
Ln(Sen. Cont. + 1)
0.0366∗∗∗
(0.00240)
12,960,055
8,310,437
Yes
Yes

(4)
Ln(House Cont. + 1)
0.227∗∗∗
(0.00267)
12,960,055
8,310,437
Yes
Yes

Heteroskedasticity robust standard errors clustered by contributor in parentheses.
+
p < 0.10, ∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001
Table A.3: Candidate Electoral Performance on Prob. of Future Campaign Contribution (Contributor Experience)
(1)
Ln(Cont.+1)
0.432∗∗∗
(0.00349)

(2)
Ln(Cont.+1)

Exp. Cont.

0.102∗∗∗
(0.0131)

0.100∗∗∗
(0.0117)

Mean Win x Exp. Cont.

-0.149∗∗∗
(0.0174)

Mean Win

Weighted Win

0.426∗∗∗
(0.00341)

Weighted Win x Exp. Cont.

-0.146∗∗∗
(0.0149)

(3)
Ln(Cont.+1)
0.453∗∗∗
(0.00407)

0.447∗∗∗
(0.00390)

Cumulative Contributions

-0.000693+
(0.000365)

Mean Win x Cumulative Conts.

-0.00547∗∗∗
(0.000456)

Weighted Win x Cumulative Conts.
Exp. Contributor Effect
0.283
0.280
0.404
S.E.
0.0171
0.0146
0.00394
Observations
12,960,055
12,960,055
12,960,055
Number of Contributors
8,310,437
8,310,437
8,310,437
Contributor Fixed Effects
Yes
Yes
Yes
Year Fixed Effects
Yes
Yes
Yes
Heteroskedasticity robust standard errors clustered by contributor in parentheses.
+
p < 0.10, ∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001

3

(4)
Ln(Cont.+1)

-0.000946∗∗
(0.000322)

-0.00512∗∗∗
(0.000379)
0.401
0.00361
12,960,055
8,310,437
Yes
Yes

Table A.4: Candidate Electoral Performance on Prob. of Future Campaign Contribution (Liberal
and Conservative X Year Interactions)

Mean Win

(1)
Future Cont.
0.0390∗∗∗
(0.000418)

(2)
Future Cont.

(3)
Future Cont.
0.0305∗∗∗
(0.000484)

0.0376∗∗∗
(0.000405)

Weighted Win

(4)
Future Cont.

0.0292∗∗∗
(0.000463)

0.0164∗∗∗
(0.000347)
Observations
12,960,055
12,960,055
5,796,488
Number of Contributors
8,310,437
8,310,437
2,258,425
Contributor Fixed Effects
Yes
Yes
Yes
Year Fixed Effects
Yes
Yes
Yes
Liberal and Conservative x Year Inters.
Yes
Yes
Yes
Heteroskedasticity robust standard errors clustered by contributor in parentheses.
+
p < 0.10, ∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001

Home State Senate Election

0.0164∗∗∗
(0.000347)
5,796,488
2,258,425
Yes
Yes
Yes

Table A.5: Candidate Electoral Performance on Future Campaign Contributions

Mean Win

(1)
Ln(Cont.+1)
0.298∗∗∗
(0.00279)

(2)
Ln(Cont.+1)

(3)
Ln(Cont.+1)
0.264∗∗∗
(0.00329)

0.295∗∗∗
(0.00271)

Weighted Win

0.148∗∗∗
(0.00229)
Observations
12,960,055
12,960,055
5,796,488
Number of Contributors
8,310,437
8,310,437
2,258,425
Contributor Fixed Effects
Yes
Yes
Yes
Year Fixed Effects
Yes
Yes
Yes
Liberal and Conservative x Year Inters.
Yes
Yes
Yes
Heteroskedasticity robust standard errors clustered by contributor in parentheses.
+
p < 0.10, ∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001

Home State Senate Election

Alternative RDD Specifications
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(4)
Ln(Cont.+1)

0.264∗∗∗
(0.00316)
0.148∗∗∗
(0.00229)
5,796,488
2,258,425
Yes
Yes
Yes

Table A.6: Candidate Electoral Performance on Future Campaign Contributions (ContributorSpecific Time Trends)

Mean Win

(1)
Pos. Cont
0.0254∗∗∗
(0.000778)

(2)
Pos. Cont

(3)
Ln(Cont. + 1)
0.264∗∗∗
(0.00534)

(4)
Ln(Cont. + 1)

0.0241∗∗∗
0.265∗∗∗
(0.000735)
(0.00506)
Observations
4,784,810
4,784,810
4,784,810
4,784,810
Number of Contributors
1,339,936
1,339,936
1,339,936
1,339,936
Contributor Fixed Effects
Yes
Yes
Yes
Yes
Year Fixed Effects
Yes
Yes
Yes
Yes
Contributor Time Trends
Yes
Yes
Yes
Yes
Heteroskedasticity robust standard errors clustered by contributor in parentheses.
+
p < 0.10, ∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001
Weighted Win

Table A.7: Candidate Electoral Performance on Future Campaign Contributions using CCT Algorithm
(1)
(2)
(3)
Future Cont. Ln(Cont.+1) Ln(New Cont. + 1)
RD Estimate
0.0598∗∗∗
0.261∗∗∗
0.111∗∗∗
(0.00333)
(0.0195)
(0.0162)
Bias-Corrected
0.0613
.271
.1194
Robust SE
0.0034
.0205
.0171
Observations
3,951,027
3,951,027
3,951,027
Conventional standard errors in parentheses.
+
p < 0.10, ∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001

Adaptive Aspirations Models

5

Table A.8: Candidate Electoral Performance on Future Campaign Contributions (RDD)
(1)
(2)
(3)
Future Cont. Ln(Cont. + 1)
Ln(New Cont. + 1)
Closest Candidate Wins
0.0717∗∗∗
0.435∗∗∗
0.280∗∗∗
(0.00449)
(0.0336)
(0.0331)
Observations
335,858
335,858
335,858
Heteroskedasticity robust standard errors clustered by contributor in parentheses.
+
p < 0.10, ∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001

Table A.9: Candidate Electoral Performance on Future Campaign Contributions (RDD)
(1)
(2)
(3)
Future Cont. Ln(Cont. + 1)
Ln(New Cont. + 1)
Closest Candidate Wins
0.0334∗∗∗
0.131∗∗∗
0.0201
(0.00234)
(0.0175)
(0.0171)
Observations
1,361,294
1,361,294
1,361,294
Heteroskedasticity robust standard errors clustered by contributor in parentheses.
+
p < 0.10, ∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001

Table A.10: Candidate Electoral Performance on Future Campaign Contributions

Static Aspiration Met

(1)
Ln(New Cont.+1)
0.0890∗∗∗
(0.00291)

(2)
Ln(New Cont.+1)

(3)
Ln(New Cont.+1)

(4)
Ln(New Cont.+1)

(5)
Ln(New Cont.+1)

0.272∗∗∗
(0.00244)

Adaptive Aspiration Met

0.206∗∗∗
(0.00249)

Adaptive Cumulative Aspiration Met

0.104∗∗∗
(0.00341)

Payoff Static Aspiration Diff.

0.108∗∗∗
(0.00251)

Payoff Adaptive Aspiration Diff.

Payoff Adaptive Cumulative Aspiration Diff.
Observations
Number of Contributors
Contributor Fixed Effects
Year Fixed Effects
Vuong t-stat

(6)
Ln(New Cont.+1)

12,960,055
8,310,437
Yes
Yes

12,960,055
8,310,437
Yes
Yes
62.309

12,960,055
8,310,437
Yes
Yes
48.564

Heteroskedasticity robust standard errors clustered by contributor in parentheses.
+
p < 0.10, ∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001
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12,960,055
8,310,437
Yes
Yes

12,960,055
8,310,437
Yes
Yes
18.922

0.123∗∗∗
(0.00271)
12,960,055
8,310,437
Yes
Yes
26.987

Table A.11: Candidate Electoral Performance on Future Campaign Contributions (Weighted Win Share)
(1)
Pos. Cont.
0.356∗∗∗
(0.00291)

Static Aspiration Met

(2)
Pos. Cont.

(3)
Pos. Cont.

(4)
Pos. Cont.

(5)
Pos. Cont.

0.120∗∗∗
(0.000380)

Adaptive Aspiration Met

0.111∗∗∗
(0.000390)

Adaptive Cumulative Aspiration Met

0.0582∗∗∗
(0.000521)

Payoff Static Aspiration Diff.

0.0624∗∗∗
(0.000386)

Payoff Adaptive Aspiration Diff.

Payoff Adaptive Cumulative Aspiration Diff.
Observations
Number of Contributors
Contributor Fixed Effects
Year Fixed Effects
Vuong t-stat

(6)
Pos. Cont.

12,960,055
8,310,437
Yes
Yes

12,960,055
8,310,437
Yes
Yes
1188.956

12,960,055
8,310,437
Yes
Yes
1188.924

12,960,055
8,310,437
Yes
Yes

12,960,055
8,310,437
Yes
Yes
77.214

0.0734∗∗∗
(0.000421)
12,960,055
8,310,437
Yes
Yes
106.615

Heteroskedasticity robust standard errors clustered by contributor in parentheses.
+
p < 0.10, ∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001

Table A.12: Candidate Electoral Performance on Future Campaign Contributions (Weighted Win Share)

Static Aspiration Met

(1)
Ln(Cont.+1)
0.356∗∗∗
(0.00291)

(2)
Ln(Cont.+1)

(3)
Ln(Cont.+1)

(4)
Ln(Cont.+1)

(5)
Ln(Cont.+1)

0.695∗∗∗
(0.00240)

Adaptive Aspiration Met

0.645∗∗∗
(0.00248)

Adaptive Cumulative Aspiration Met

0.420∗∗∗
(0.00333)

Payoff Static Aspiration Diff.

0.393∗∗∗
(0.00242)

Payoff Adaptive Aspiration Diff.

Payoff Adaptive Cumulative Aspiration Diff.
Observations
Number of Contributors
Contributor Fixed Effects
Year Fixed Effects

(6)
Ln(Cont.+1)

12,960,055
8,310,437
Yes
Yes

12,960,055
8,310,437
Yes
Yes

12,960,055
8,310,437
Yes
Yes

Heteroskedasticity robust standard errors clustered by contributor in parentheses.
+
p < 0.10, ∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001
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12,960,055
8,310,437
Yes
Yes

12,960,055
8,310,437
Yes
Yes

0.466∗∗∗
(0.00265)
12,960,055
8,310,437
Yes
Yes

Table A.13: Candidate Electoral Performance on Future Campaign Contributions (Weighted Win Share)

Static Aspiration Met

(1)
Ln(New Cont.+1)
0.0938∗∗∗
(0.00293)

(2)
Ln(New Cont.+1)

(3)
Ln(New Cont.+1)

(4)
Ln(New Cont.+1)

(5)
Ln(New Cont.+1)

0.298∗∗∗
(0.00243)

Adaptive Aspiration Met

0.233∗∗∗
(0.00250)

Adaptive Cumulative Aspiration Met

0.105∗∗∗
(0.00332)

Payoff Static Aspiration Diff.

0.105∗∗∗
(0.00244)

Payoff Adaptive Aspiration Diff.

Payoff Adaptive Cumulative Aspiration Diff.
Observations
Number of Contributors
Contributor Fixed Effects
Year Fixed Effects
Vuong t-stat

(6)
Ln(New Cont.+1)

12,960,055
8,310,437
Yes
Yes

12,960,055
8,310,437
Yes
Yes
68.357

12,960,055
8,310,437
Yes
Yes
55.25

Heteroskedasticity robust standard errors clustered by contributor in parentheses.
+
p < 0.10, ∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001
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12,960,055
8,310,437
Yes
Yes

12,960,055
8,310,437
Yes
Yes
17.393

0.120∗∗∗
(0.00265)
12,960,055
8,310,437
Yes
Yes
26.037

